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 A B S T R A C T 

In this Paper we discussed the transport layer performance in the presence of IP mobility is 

considered. Specifically, the several most important congestion control mechanisms of TCP, 

the dominant transport layer protocol in the current Internet, are briefly introduced. Based on 

these mechanisms, the potential impacts of mobility on TCP performance are analyzed, and 

some existing corresponding solutions are reviewed  

Introduction 
The TCP congestion control mechanism has been continuously 

developed for over  years. There are a large number of standardized 

and non-standardized TCP variants nowadays; however, in this 

section, only the most frequently used standardized TCP congestion 

control algorithms in the current Internet are described, to help the 

understanding of the impact of mobility on TCP performance. 

 

Problem statement  

The current basic TCP congestion control mechanism consists of 

four algorithms as specified in [14]: slow start, congestion avoidance, 

fast retransmit and fast recovery. In order to run these algorithms, 

two essential variables are required to be maintained for each TCP 

connection: the congestion window (cwnd) and the receiver 

advertised window (rwnd). The size of cwnd determines the amount 

of data the TCP sender can send before receiving an ACK, and the 

size of rwnd is advertised by the TCP receiver to the TCP sender to 

indicate its preferred maximum amount of outstanding data. The 

minimum value of cwnd and rwnd decides the size of the TCP 

transmit window A mobile host must be able to continue its 

communications with other Internet nodes after its access network 

changes, without changing its original IP address.  

 

Slow Start: The slow start algorithm is used at the beginning of a 

TCP connection or after a retransmission timeout (RTO) due to 

packet losses during data transfer. The purpose of the slow start 

algorithm is to gradually probe and determine the available network 

capacity. The value of cwnd at the beginning of a slow start 

procedure must be less than or equal to 2 segments, each of which 

must be less than or equal to the Sender Maximum Segment Size 

(SMSS), in standard TCP. Afterwards, the TCP sender increases 

cwnd by not more than SMSS bytes on receipt of each ACK that 

acknowledges new data, until slow start ends. The value of a state 

variable, called slow start threshold (ssthresh), determines when the 

slow start procedure should end, and at the same time the congestion 

avoidance procedure should start. Specifically, when cwnd < ssthresh 

or cwnd · ssthresh (an implementation can choose either way), the 

slow start algorithm is used; while when cwnd > ssthresh or cwnd ¸ 

ssthresh, slow start ends and congestion avoidance starts. Initially, 

the value of ssthresh can be set arbitrarily high by the TCP sender, 

but it may be reduced when a congestion event is detected later. 

 

Congestion Avoidance: After a TCP connection enters the 

congestion avoidance phase, the size of cwnd is increased more 

slowly than in slow start, as it is incremented by SMSS bytes per 

RTT, rather than on receipt of each ACK that acknowledges new 

data. The congestion avoidance phase continues until a congestion 

event is detected, at which point a slow start or a fast retransmit 

procedure is initiated, depending on how the congestion event is 

detected. If congestion is detected based on an RTO, cwnd is set to 

SMSS bytes; while if congestion is detected based on duplicate 

ACKs, cwnd changes following the fast retransmit and fast recovery 

algorithms. In both cases, the value of ssthresh is set to the maximum 

of FlightSize/2 and 2   SMSS, where FlightSize is the amount of 

outstanding data in the network. 

 

Fast Retransmit and Fast Recovery: An out-of-order segment 

arriving at the TCP receiver triggers an immediate duplicate ACK to 

be sent to inform the TCP sender of the expected data sequence 

number. This can be caused by segment loss, reordering or 

replication in the network. However, TCP detects congestion (i.e. 

segment loss) based on the number of duplicate ACKs received (if 

not based on an RTO).  

If three duplicate ACKs arrive at the TCP sender, a retransmission of 

the segment that appears to be missing will be issued, without 

waiting for the RTO. This is called the fast retransmit algorithm, 

which tries to repair loss faster than using RTO. 
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The fast recovery algorithm is usually implemented together with the 

fast retransmit algorithm. At the same time a segment retransmission 

is issued, ssthresh is set to the maximum of FlightSize/2 and 

2 SMSS as mentioned above. Moreover, the value of cwnd is set to 

ssthresh plus 3   SMSS, since three duplicate ACKs mean three 

segments have left the network. Afterwards, on receipt of each 

additional duplicate ACK, cwnd is increased by SMSS to reflect the 

fact that the number of outstanding segments has been reduced by 

one. A new segment is transmitted at this time if the minimum of 

cwnd and rwnd allows. On the arrival of an ACK (triggered by the 

fast retransmit) that acknowledges new data, cwnd is deflated to 

ssthresh, and the fast recovery procedure ends. This is called the 

Reno fast recovery algorithm. Note that at the TCP receiver, in 

normal cases (rather than in loss recovery situations), the delayed 

ACK mechanism should be used. That is, instead of sending an ACK 

on receipt of each data packet, the receiver may send an ACK for 

every two data packets, if the two packets’ inter-arrival time does not 

exceed 500 ms. 

 
New Reno TCP Fast Recovery Algorithm 
During the Reno fast recovery procedure, however, if the ACK that 

acknowledges new data does not acknowledge all the segments 

before the fast retransmit is invoked, the Reno algorithm cannot 

recover efficiently since the fast retransmit algorithm only leads to 

the retransmission of one segment [14] [19]. Therefore, the 

NewReno fast recovery algorithm [19] was proposed to improve 

TCP performance when multiple segments are lost from a window of 

data, in the absence of explicit information on which segment(s) 

should be retransmitted, such as the information provided by the TCP 

Selective Acknowledgement (SACK) options [13]  when they are 

supported. The NewReno fast recovery algorithm introduces the 

concepts of partial acknowledgement and full acknowledgement 

during the fast recovery procedure. A partial acknowledgement is 

referred to as the ACK that acknowledges a retransmitted segment 

but not all of the segments transmitted before the fast retransmit, 

while a full acknowledgement is referred to as the ACK that 

acknowledges not only a retransmitted segment, but also all of the 

segments transmitted before the fast retransmit. The key idea of the 

NewReno algorithm (also the key difference between the NewReno 

and the Reno algorithms) is to distinguish the response to a full 

acknowledgement and a partial acknowledgement. On receipt of a 

full acknowledgement, cwnd is deflated to either the minimum of 

ssthresh and FlightSize+SMSS, or just ssthresh as the Reno 

algorithm specifies. The choice is implementation dependent. Then 

the fast recovery procedure ends. 

On receipt of a partial acknowledgement, the TCP sender 

immediately retransmits the first unacknowledged segment. If this is 

the first partial acknowledgement during the fast recovery procedure, 

the TCP sender also resets the retransmit timer.1 At the same time, 

cwnd is deflated by the amount of cumulative acknowledged new 

data.  

If the partial acknowledgement acknowledges at least SMSS of new 

data, cwnd is then artificially inflated back by SMSS to reflect the 

number of outstanding segments being reduced by one. A new 

segment is transmitted at this time if the minimum of cwnd and rwnd 

allows. These operations repeat until a full acknowledgement arrives 

or the retransmit timer reaches the value of RTO.In this way, the 

New Reno algorithm improves TCP performance in the case when 

multiple segments are lost from one window of data. The New Reno 

algorithm has been widely deployed in the current Internet. Tests 

have been done to prove that the New Reno algorithm is used more 

than the Reno algorithm in SACK-incapable TCP implementations 

[19]. 

 

Impacts on TCP Performance 

Following the previous discussions in this thesis, this section 

summarizes the potential impacts of mobility on TCP performance 

and reviews some existing solutions. Note that only TCP is 

considered here since it is the dominant transport layer protocol in 

the current Internet. 

 

 

Packet Loss 

Mobility brings several reasons that packets can be lost. For 

example: Packets can be misrouted to a wrong point of attachment of 

an MN. In a normal handover without anticipation, the packet 

forwarding route cannot be updated until the MN connects to the new 

point of attachment. Since the break (from the old point of 

attachment) and connection (to the new point of attachment) 

procedure takes time, packets will still be routed to the old point of 

attachment during this period (Figure 1a). In a handover with 

anticipation, such as MIPv4 LLH and FMIPv4/v6 3, the packet 

forwarding route may be updated too early (well before the MN 

actually moves to the expected new point of attachment) or even 

mistakenly (e.g. the MN suddenly moves back and decides not to 

connect to the new point of attachment). In both cases, the misrouted 

packets will eventually be dropped if no further techniques are used 

for recovery 

 
Figure (1): Packet Loss Caused by Misrouting on Handovers 

 

To tackle this issue, buffering and tunnelling techniques are 

recommended to be used at each point of attachment, in order to 

temporarily save and then redirect misrouted packets to the correct 

location. During the MN’s movement, the wireless Signal-to-Noise-

and-Interference Ratio (SNIR) varies depending on many 

propagation factors. The SNIR sometimes can be low enough to 

cause the loss of a whole packet. This problem can be mitigated by 

forward error correction techniques achieved by adding redundant 

bits to a packet and link layer ARQ (Automatic Repeat Request) 

protocols. However, these are out of the scope of this thesis, and 

cannot completely solve the problems.  Since a handover may occur 

between two links with very different characteristics (e.g. bandwidth, 

delay and buffer size) and traffic loads, it is possible that the 

handover target link suddenly experiences congestion due to the 

amount of redirected traffic. 

 

Packet Delay 

During a handover, an MN is not able to send or receive IP packets. 

Incoming or outgoing (downlink or uplink) packets during this 

period need to wait (if not lost) until the handover procedure is 

finished. If the handover takes a sufficiently long time, TCP will 

misconstrue these packet delays as packet losses. As a result, 

unnecessary packet retransmissions and cwnd and ssthresh 

reductions are triggered. One way to optimize this situation is to 

effectively detect unnecessary retransmissions and undo the cwnd 

and ssthresh reductions. There are two main methods for detecting 

unnecessary retransmissions: using the TCP Duplicate-SACK (D-

SACK) option [11] and using the TCP timestamp option [12]. D-

SACK is an extension to the TCP SACK option used to acknowledge 

duplicate packets. If the retransmitted packets are acknowledged by 

D-SACK, the TCP sender can infer that unnecessary retransmissions 

were triggered. 

By using the TCP timestamp options, the TCP receiver echoes in the 

ACK the timestamp contained in the packet that triggered the ACK. 
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Then the TCP sender can tell whether the ACK was triggered by the 

original packet or the retransmitted packet. Therefore, a TCP 

implementation can use these methods to detect unnecessary 

retransmissions and decide whether to undo the recent cwnd and 

ssthresh reductions. The current Linux TCP implementation (kernel 

version 2.4) uses both these mechanisms for optimizing TCP 

performance [13]. 

 

Packet Reordering 

Packet reordering can be caused by a handover when certain 

conditions are met. For example, on a tunnel-based handover, 

redirected packets from the old FA may arrive at the new FA later 

than some new packets sent directly from the HA to the new FA 

(Figure 2a). Moreover, in the case that a MN has multiple interfaces 

and is able to communicate simultaneously with the old and the new 

APs during a handover, packets routed through the new link may 

arrive at the MN sooner than those routed through the old link 

because of the new link’s higher data rate, shorter distance and/or 

lower traffic load (Figure 2b). 

 
Figure (2): Packet Reordering Caused by Handovers 

 

Packet reordering causes immediate duplicate ACKs to be sent from 

the TCP receiver to the TCP sender , and therefore the TCP fast 

retransmit and fast recovery algorithm will be triggered if there are a 

sufficient number (normally three) of out-of-order packets. As a 

result, packets misinterpreted as lost are unnecessarily retransmitted, 

and cwnd and ssthresh are unnecessarily reduced. Again, the TCP D-

SACK option and the timestamp option can be used to detect 

unnecessary retransmissions and undo the cwnd and ssthresh 

reductions as discussed. Moreover, some previous work has 

proposed to dynamically adjust the value of dupThresh, the 

maximum duplicate ACKs received before triggering fast retransmit 

and fast recovery, to make TCP more robust to packet reordering. 

[14] compares several methods of adjusting dupThresh to tackle 

packet reordering. 

 

Packet Burst 
Another implication of packet reordering is packet burst, since an 

ACK triggered by a late-arriving packet may fill up the hole in the 

transmit window, causing the TCP window to slide forward by 

several packets suddenly. Consider a scenario where the MN has two 

interfaces and it is able to communicate with both the old and the 

new APs simultaneously on a handover Assuming the wireless links 

are the bottleneck of the whole TCP transmission path, a number of 

packets will be buffered at the old AP before the handover. The total 

number of outstanding packets is determined by the TCP window 

size (the minimum of cwnd and rwnd, 8 packets in the scenario 

depicted. The packet forwarding speed of the new link is much faster 

than that of the old link. After the MN connects to the new AP and 

starts sending packets (including ACKs) via the new link, it 

continues receiving packets from the old AP. The TCP sender is not 

able to send a new packet until the ACKs for the outstanding packets 

return. Once the No. 1 and No. 2 packets reach the MN from the old 

AP, the MN sends an ACK in response (assuming the delayed ACK 

mechanism is used). On receipt of the ACK, the TCP sender is then 

able to send 2 new packets (packet No. 9 and No. 10). The new 

packets are forwarded to the MN through the new fast link and their 

ACKs are returned immediately. This repeats, until the ACK for 

packet No. 7 and No. 8 arrives at the TCP sender. At this time, the 

TCP sender should have sent packet No. 13 and No. 14 and received 

their ACKs. Thus the ACK for No. 7 and No. 8 fills up the hole from  

 

 

 

packet No. 7 to No. 14, causing the TCP window to suddenly slide to 

from packet No. 15 to No. 22. Therefore, a packet burst consisting of 

8 packets (a window) is produced. 

 
Figure (3): Packet Burst Caused by Handovers 

 

Packet burst usually has an adverse effect on networks, since it can 

suddenly overflow a buffer located somewhere on the path, causing 

multiple packet losses, especially when the TCP window size is 

large. However, this phenomenon is not rare in vertical handovers 

from a low data rate link to a high data rate link (e.g. from a GPRS 

link to an 802.11b link). The simulation results presented  

 

 

 

 

 

 

 

 
Figure (4) Effective Overlap Width 

phenomenon. Some TCP algorithms maintain a variable called 

maxburst to limit the maximum number of packets that can be sent in 

a burst by the TCP sender [15] [10].  

 

This is an effective means to regulate TCP transmissions in any case 

that packet bursts may be produced 

. 

Conclusion 

When performed handovers are between two links with very 

different data rates and latency, and hence different Bandwidth Delay 

Products (BDPs), TCP may experience some potential problems. The 

BDP of an end-to-end link is a useful guide for setting the optimum 

TCP transmission rate (i.e. the TCP window size). When the TCP 

window size is smaller than the current link’s BDP, the link’s 

capacity may be underutilized; on the other hand, when the TCP 

window size is larger than the current link’s BDP, the link’s capacity 

may be over utilized, and congestion and packet loss may occur. In 

the case that a substantial amount of buffer space is provided along 

the link, packet loss may not happen even if the TCP window size 

exceeds the link’s BDP; however, excess buffering (having a longer 

packet queue than required for fully utilizing a link) is inevitable. 

Excess buffering unnecessarily inflates the RTT and hence TCP’s 

RTO, bringing adverse effects to real-time and inter-active 

applications and potentially lowering the TCP’s loss recovery 

efficiency. It may also cause difficulties for initiating new TCP 

sessions, when the RTT is larger than the TCP initial RTO. 

Future work  

The longer the data packet interval, the fewer the packets lost during 
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a congestion control, the heavier the network traffic loads are (the 

longer the link delays are), the worse the handover performance will 

be. TCP is never able to respond properly and promptly to the sudden 

change of the link’s BDP caused by handovers without the assistance 

of other mechanisms. This problem is especially serious on 

handovers between heterogeneous links, because different types of 

wireless access links potentially have very different data rates and 

latency, and hence very different BDPs. Which addressed potential 

disparities in heterogeneous mobile networks is an emerging area for 

research. 
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